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Abstract

LLM-based agents are increasingly used for coding tasks, where
they have outperformed many classical approaches and scaled to
repository-level tasks, such as test generation. However, when di-
rectly prompted to generate tests, these agents can fail to reason
about the code and its underlying contracts, thereby missing edge
cases and behavioral boundaries that affect test quality. To address
this limitation, we propose Spec-Driven Test Generation, where we
instruct an agent to first reason about — and explicitly document
- code pre-conditions, post-conditions, and undefined behaviors.
This intermediate semi-formal specification acts as a cognitive
scaffold to guide subsequent test generation. Our evaluation on
production bugs from Google shows that the spec-driven agent can
deliver a 9.8 percentage points (p = 0.0352) improvement in bug
detection rate and a 2.5 percentage point (p = 0.0034) improvement
in branch coverage, compared to a traditional test generation agent
baseline. Using LLM-as-a-Judge, we further show that test suites
generated by the spec-driven agent are superior to the baseline
and human-authored tests in 77.8% and 56.7% of the cases, respec-
tively, and demonstrated improvements on following best practices,
readability, and edge-case coverage.
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guages; - Computing methodologies — Artificial intelligence.
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1 Introduction

Large Language Models (LLMs) and autonomous LLM-based agents
are rapidly reshaping the way developers write and test code. While
agents are capable of generating many types of software artifacts,
generating effective tests requires a deep understanding of the un-
derlying codebase and its expected behavior in order to determine
the correct output for a given execution state [5, 28]. Nonetheless,
software engineers have long developed foundations to facilitate
rigorous reasoning about expected program behavior. For example,
Design by Contract (DbC) [27] explicitly documents behaviors in
the form of pre-/post-conditions, and invariants.

Unfortunately, when agents are directly generating tests from
existing code, there are no explicit contracts to anchor their explo-
ration towards generating more effective tests. Agents can thus
miss edge cases, hallucinate logic, and generate superficial tests
that fail to systematically exercise the program’s state space.

To address this limitation and bridge the principles of DbC
with agentic automation, we propose Spec-Driven Test Genera-
tion. Rather than relying on human engineers to define upfront
contracts for existing systems, our methodology instructs an agent
to ground its tests by first retroactively extracting and articulating
a code component’s underlying contract before authoring any test
code. The agent documents the pre-/post-conditions and undefined
behaviors into a structured document that delineates inputs and
outputs in natural language. Because this document blends the
expressiveness of natural language with structure, but does not
impose a strict mathematical formalism, we term this a semi-formal
specification. This specification then acts as an oracle to encourage
the agent to explore the state space more systematically.

To empirically evaluate whether this self-generated oracle can
lead to superior test suites, we designed a comparative study evalu-
ating a two-phase Spec-Driven Agent against an agent that directly
generates test suites, which represents standard practice in agen-
tic test generation. On a dataset of 90 historical production bugs
from Google’s Issue Tracking System, we employ a “Greenfield Test
Generation” setup to measure improvements in structural coverage
and historical bug detection rates. Furthermore, we evaluate the
semantic completeness of the generated specs using a novel Con-
tract Coverage metric, which quantifies how a spec covers incorrect
behavior of an evaluated bug. To assess test rigor, we employ a
pairwise LLM-as-a-Judge that uses a large LLM (Gemini 3.1 Pro)
that is better capable of evaluating the outputs generated by the
agents that use a small LLM (Gemini 3 Flash).

Our findings demonstrate that the Spec-Driven Agent achieves
a bug detection rate of 63.2% at k = 5 runs, which represents a
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statistically significant (p = 0.0352) 9.8 percentage points improve-
ment over the baseline, and a highly statistically significant 2.5
percentage points improvement in branch coverage (p = 0.0034).

Compared to the test suites generated by the baseline, a pairwise
LLM-as-a-Judge rates the Spec-Driven-Agent-generated counter-
parts as overall superior in 77.8% of cases and have higher qual-
ity across all evaluated categories: adherence to testing best prac-
tices (65.6%), readability (68.9%), and edge-case coverage (83.3%).
Compared to the original, developer-authored test suites, the Spec-
Driven-Agent-generated counterparts are rated overall superior in
56.7% of cases, showing parity with human-level engineering rigor.

When we use our proposed Contract Coverage metric to analyze
the generated specs, we find that this metric scales robustly, starting
at 61.1% at k = 1 and reaching 78.9% at k = 5. This metric also
represents a predictor of testing success (p = 3.62 x 10714): when
the generated spec successfully captures the violated behavioral
contract, the resulting test suite detects the target bug in 54.9% of
cases, compared to a mere 19.4% detection rate when the contract
is missing from the generated spec.

In summary, this paper makes the following contributions:

e Spec-Driven Test Generation Framework: We propose
a novel, two-phase agentic methodology that effectively
improves the agent’s test generation ability by instructing
agents to explicitly extract and document behavioral con-
tracts prior to code synthesis.

e Contract Coverage Metric: We introduce a novel evalu-
ation metric designed to measure the empirical coverage
of Al-generated specifications and assess their capacity to
capture violated business logic in real-world scenarios rather
than claiming formal mathematical completeness.

o Industrial Empirical Evaluation: We provide a rigorous
comparative analysis using a dataset of 90 historical bug-
fixes from Google’s production systems, demonstrating that
Spec-Driven Test Generation yields statistically significant
improvements in both structural coverage and historical bug
detection, while matching the qualitative rigor of expert,
human-authored test suites.

Our findings suggest that treating semi-formal specification gen-
eration as a prerequisite step—rather than relying on direct code
synthesis—is the key to unlocking agentic test generation capable of
matching expert human engineering rigor. While this paper strictly
evaluates the application of these behavioral contracts for agents,
future work can explore the broader utility of these agent-generated
specifications as valuable documentation and system alignment
artifacts for human developers.

2 Semi-Formal Specifications for API Behavior

Specifications are widely used in software engineering and pro-
gramming languages, and what exactly constitutes a specification
can vary widely, depending on the ultimate goal and the intended
audience (or tool). In practice, a program specification can range
from a natural language description of intended behavior and asso-
ciated properties to a rigorous mathematical representation of the
expected behavior. In this work, the term “specification” means a
semi-formal contract for an API. We are inspired by DbC and cap-
ture pre- and post-conditions for APIs. However, in our approach
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these contracts are written in natural language and are assembled
into a structured artifact (i.e., . spec.md) that will be used to reason
about the underlying program during agentic test generation.

Formal Definition of the Specification Artifact. To operationalize
this semi-formal paradigm, we define the specification artifact for a
given source code component as a structured document consisting
of specification blocks for every API (public and private functions,
classes, methods) extracted from the code.

For any given code unit c, its behavioral specification S is for-
malized as the tuple: S, = (D, Pre, Post., Sug.)

e D.: A natural language description summarizing the code
unit’s intended behavior.

e Pre.: A set of pre-conditions that define the exact state or
constraints required before execution.

e Post,: A set of post-conditions that define the guaranteed
state after execution. These encompass input validation (er-
ror handling), success values, state side-effects (e.g., database
writes), and expected state variants.

® Sug.: A local subset of test suggestions explicitly tied to
enforcing the conditions in Pre. or Post,.

Crucially, each condition within Pre, or Post, is intended to be
evaluated against the existing unit test suite and assigned one of two
verification states: (i) Tested: The condition is empirically verified
by an existing test; (ii) Untested: The condition lacks verification,
directly prompting a corresponding test suggestion in Sug..

Generating Specifications with Al Agents. Semi-formal specifi-
cations provide a valuable cognitive scaffold for Al agents. By
forcing the LLM to systematically articulate pre-execution require-
ments and post-execution guarantees, the methodology imposes
the structural rigidity necessary to constrain hallucinations and
rigorously explore the state space. Simultaneously, expressing these
constraints in natural language yields a format that is accessible for
developer review, remains expressive and flexible, and preserves
the option to seamlessly adapt to diverse downstream backend
formalisms (e.g., Lean [13] or SMT-LIB [6]).

While traditional miners (e.g., Daikon or trace analysis) treat
execution as ground truth—possibly formalizing buggy behavior as
expected—LLM agents avoid only summarizing the existing imple-
mentation by attempting to infer true developer intent. Specifically,
the agent can cross-reference local code with natural language doc-
strings, comments, existing tests, and caller-site API usage patterns
across the repository to deduce implicit component expectations.
Synthesizing a contract from these intent sources restricts semantic
drift and preserves human-readability while generalizing (out-of-
the-box) across diverse languages.

Illustrative Example. Consider a subset of a specification gen-
erated for a hypothetical CustomerDatabase.add_customer method.
The agent analyzes the source code and existing tests to synthesize
the semi-formal contract block shown in Listing 1.

In this example, the agent maps verified post-conditions to their
corresponding test cases (v'). When it identifies a gap through code
analysis—such as the implementation handling an empty name, but
no test explicitly verifying this path—it flags the post-condition as
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Specification: CustomerDatabase.add_customer

Public Method

Adds a new customer to the backend, or raises an exception if there was
an error.

CustomerDatabase.add_customer

Pre-conditions

o The database connection has been established (guaranteed by
public API).

Post-conditions

Input Validation

v/ Raises InvalidArgumentError if customer.phone_number is
invalid.

Tested by add_customer_invalid_phone_test

X Raises InvalidArgumentError if customer.name is empty.

Tip: Test that InvalidArgumentError is raised if the customer . name parameter
is empty.

Success Scenarios
v/ Returns None if the customer was successfully added.

Tested by add_customer_success_test

Listing 1: Illustrative example of a semi-formal specification.
The agent extracts pre-/post-conditions and checks whether
they are already tested or missing (and suggests a test).

Input Code

| Q Phase I: Spec Extraction

@, Context Aggregation % Contract Inference

(@ Error Boundaries Y= Explicit Constraints

() Generated Artifact: Spec = © .spec.nd
S¢ = ( D¢, Pre., Post., Sug.)
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= D, :Description

] Post, : Post-conditions Q Sug, : Test Suggestions

I A Phase II: Test Generation

[0 Follow Specification O Process Suggestions

2. Synthesize Tests © Validate Output
) Output: Test Suite

¥ Branch Coverage 43 Bug Detection & Quality (03 Readability

Figure 1: Overview of spec-driven test generation.

untested (X) and automatically synthesizes a structural test sug-
gestion. This artifact serves as the blueprint reasoning plan for the
subsequent test generation phase.

SpecOps '26, October 4-9, 2026, Oakland, CA, USA

3 Proposed Approach

We now discuss our two-phase, agentic framework to generate spec-
ifications of the form described in §2 then generate tests. Figure 1
provides an overview of the framework.

3.1 Phase I: Specification Extraction

Given a target source file, optionally an existing unit test suite,
and access to standard codebase navigation and editing tools, the
agent’s objective in the first phase is to produce a specification
document containing a tuple S, for every unit of code ¢ within the
component (note: we do not programmatically enforce coverage
but encourage it via the agent’s instructions). This phase proceeds
through four steps:

(1) Context Aggregation: The agent reads and analyzes the

code under test—alongside any available natural language

requirements, docstrings, inline comments, and protocol

RFCs—to extract the structural hierarchy and intended busi-

ness logic (D).

Contract Inference: The agent is instructed to systemati-

cally deduce the behavioral and safety boundaries for each

method. It must explicitly formalize these limits by populat-
ing the pre- (Pre.) and post-conditions (Post.).

Coverage Assessment: The agent acts as an analytical

cross-referencer, evaluating its inferred conditions against

any (optionally) provided unit tests and actively discovering
additional relevant tests across the codebase. It marks each
condition in Pre. and Post,. as either Tested (v') or Untested

(X) based on current test assertions.

(4) Artifact Generation: For every Untested condition, the
agent generates a specific, targeted test suggestion to pop-
ulate Sug.. The final output of this phase is the collected,
semi-formal specification document reflecting the complete
(D¢, Pre, Post., Sug.) tuples for all methods, including helper
functions and private methods.

—
)
~

—
[SY)
=

3.2 Human-in-the-Loop Specification Curation

Because the generated specification artifact is human-readable,
our framework naturally supports an optional Human-in-the-Loop
(HITL) step between the specification extraction and test generation
phases. In this step, the developer can refine the inferred Pre. and
Post,, as well as accept/reject/amend Sug. based on their expertise,
before any code is generated.

3.3 Phase II: Oracle-Driven Test Generation

Once the specification artifact is generated and optionally manu-
ally finalized, the agent transitions to the synthesis phase. Given
the finalized specification S, and the current test suite Ty, the
agent outputs an augmented test suite Ty, that implements the
test suggestions (Sug.) corresponding to the Untested conditions
identified in Phase L.

By gating test generation behind the completion of S, the agent’s
context window is primed with explicit boundary conditions. The
agent systematically iterates through Sug, to synthesize, build, and
validate concrete unit assertions, producing a final augmented test
suite grounded in behavioral contracts.
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4 Empirical Design

To understand how this spec-driven framework can improve agentic
test suite generation, we perform a comparative analysis using
faults found in industrial production environments. Our study aims
to answer the following research questions:

¢ RQ1 (Quantitative Effectiveness): To what extent does
grounding an agent with a semi-formal specification improve
structural coverage and the rate of detecting real-world, his-
torical bugs?

e RQ2 (Qualitative Rigor): How do tests generated using
and not using semi-formal specifications compare in terms
of readability, best practices, and edge-case coverage?

e RQ3 (Specification Accuracy): How accurately do the
agent-generated semi-formal specifications establish test-
ing oracles that capture the violated behavioral contracts?

e RQ4 (Cost-Efficiency): What is the token consumption
overhead incurred by the Spec-Driven Agent compared to a
non-spec-driven, baseline agent?

4.1 Dataset Collection

We curated a dataset of 90 historical bug-fixes (pairs of buggy and
fixed code) from Google’s Internal Issue Tracking System. Simi-
lar to foundational evaluation frameworks like Defects4] [23], we
evaluate our approach on real faults because real-world production
bugs inherently involve complex implicit state dependencies and
boundary violations that stress an AI's code reasoning capabilities
far beyond standard generative tasks.

The dataset was strictly filtered to include only human-filed
bugs with verified fixes and reproducible runtime failures. Bugs
involving trivial syntactic fixes, multimedia processing, or person-
ally identifiable information were excluded. Furthermore, we only
consider bugs whose fix changes a single production code file, a
corresponding test file, and optional BUILD configuration files. The
final dataset spans multiple languages, including C++, Java, Python,
and Go, providing evidence of language-based generalization of
our findings.

4.2 Agent Configurations

To ensure a controlled comparative analysis, we isolate the im-
pact of the specification reasoning phase by deploying both the
baseline and spec-driven agents on the exact same underlying agen-
tic architecture. Both agents use the Gemini 3 Flash [17] and op-
erate within an identical agentic harness equipped with the fol-
lowing tool set: view_file, list_dir, write_to_file, run_command,
grep_search, find_by_name, and a specialized run_test execution
tool. Both agents use the default Gemini 3 Flash inference parame-
ters: Temperature 1.0, TopP 1.0, and TopK 50.

Baseline Agent. The baseline is a standard prompt-to-code agent,
broadly representative of existing architectures [11, 43]. It is pro-
vided with the source file under test and explicitly instructed to:

(1) Analyze the code file.

(2) Create a comprehensive test suite.

(3) Modify the test file and optionally BUILD file if necessary.

(4) Run the run_test tool with a provided test target to validate
its generated implementation.
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Spec-Driven Agent. Our proposed agent uses the same model and
tool set but is bound by the framework described in §3 - Instead of
direct code synthesis, the agent is forced to construct and validate
the intermediate behavioral specification (S) before generating tests.

While the original framework supports HITL (§3.2), evaluating
the efficacy of human intervention introduces significant subjectiv-
ity and confounding variables. Therefore, we bypass the HITL phase
and accept all agent-generated test suggestions autonomously to
facilitate a scalable, objective assessment of the model’s baseline
reasoning capabilities.

4.3 Greenfield Test Generation Setup

To evaluate whether the semi-formal specification provide a “cogni-
tive scaffold” for the agent to generate tests, we employ a Greenfield
Test Generation setup, where (by construction) no prior tests are
available for the to-be-tested code. This deliberate isolation pre-
vents the agent from taking heuristic shortcuts—such as copying
established test structures or performing simple test repair-and
instead forces it to rely entirely on its fundamental code under-
standing and inferred specification to navigate the complex state
space. In addition, completely removing prior test suites ensures a
standardized evaluation baseline across projects of varying initial
test quality.

For each bug b in our dataset, let C;, denote the source file in its
original buggy state, Cy denote the source file in its fixed state, and
Ty, denote the pre-existing test suite source file(s). Note that within
Google’s build system, T}, is easily retrieved by identifying all test
targets that explicitly declare Cp, as a direct dependency.

The evaluation procedure follows these steps:

(1) Initialize Fixed Source: The agent’s workspace is synchro-
nized to the state immediately following the human fix, es-
tablishing the clean implementation Cy from which expected
component behavior is extracted. To prevent evaluation tau-
tology (i.e., the agent reverse-engineering tests directly from
the bug or fix diff), the agent is kept entirely blind to the
bug, the commit message, and the fix diff during both speci-
fication and test generation phases.

(2) Strip Existing Tests (Greenfield): To enforce a greenfield
test generation scenario, we remove the existing test suite
Tp, resulting in an empty test target Tp = 0.

(3) Agent Invocation: Let A € {Apgse, Aspec) represent the
agent under evaluation. The agent is provided with the fixed
source code Cr and the empty test target Tp to generate a
new test suite Tyen = A(Cy, Tp)

(1) Validation and Coverage Assessment: The test suite Tyen,
is executed against the fixed code Cy. In this step, we com-
pute the structural coverage, denoted as Cotjine (Tyen, Cr) and
Cotbranch (Tgen: Cr), and record whether the test suite passes
on the correct logic (i.e., Pass(Tyen, Cr) = True).

(2) Fail-to-Pass Verification (Bug Detection): The agent’s
workspace is reverse-patched to the original buggy imple-
mentation Cp, (except for the test suite and optionally modi-
fied BUILD files). The test suite Ty, is then executed against
Cp. We formalize successful bug detection, D(b, Ty,,,), as true
if and only if at least one individual test ¢ € Ty, fails when
evaluated on the buggy code:
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1, if 3t € Ty, such that t(Cp) — Fail

0, otherwise

D(b, Tgen) = {

Note that build failures are explicitly not considered as test fail-
ures and thus do not contribute to successful bug detection. The
bug detection metric verifies that the generated test suite acts as a
valid oracle, where the agent can recover the contracts and tests
that successfully isolate and trigger the historical fault. The reverse-
patching step mirrors the fail-to-pass protocols established in prior
literature evaluating both classical [3, 36] and LLM-based [44] test
generation tools against real-world defects.

4.3.1 Post-Execution Sanity Checks. To preserve the integrity of
our evaluation, we employ post-execution sanity checks on the
agents’ file operations. After each run, we audit the workspace
trace and automatically discard (and do not repeat) any run where
the agent modified the source code under test (Cy) or any other
pre-existing source files within the repository. This validation step
is critical: permitting the agent to alter the source code could inad-
vertently inject new faults into the fixed implementation, leading
to test failures that are artifacts of the agent’s tampering rather
than authentic detections of the historical bug (i.e., false positives).
For a run to be considered valid, modifications to pre-existing files
must be strictly limited to the target test file and, if necessary for
compilation, the project’s build configuration files.

Nonetheless, to fully accommodate agentic reasoning, planning,
and our proposed Phase I contract extraction, both the baseline
and spec-driven agents are permitted to freely create and iterate
on temporary auxiliary files during their run, such as markdown
specifications (.spec.mds), task lists, and scratchpads.

4.4 Evaluation Protocol and Metrics

4.4.1  RQI: Quantitative Effectiveness. To account for the inherent
non-determinism of LLM, we perform k = 5 independent sampling
runs for each bug configuration. We evaluate the generated test
suites across three dimensions to ensure basic validity, breadth of
coverage, and depth of bug detection:

Test Suite Pass Rate (pass @ k): measures the rate at which the
entire generated test suite compiles and passes on the fixed code.
Evaluated as pass@5, this metric serves as a sanity check before
we assess the suite’s coverage or fault-finding depth.

Fault Detection Rate (detect@ k): measures the rate of suc-
cessfully detecting historical bugs via Fail-to-Pass validation (i.e.,
whether at least one of the k = 5 generated test suites passes on
the fixed implementation but fails on the reverse-patched buggy
state). While software testing literature frequently relies on muta-
tion scores, synthetic mutants often fail to represent the semantic
complexity of real-world developer errors [36]. In this study, we con-
ceptualize the historical bug as the “most valuable mutant,” making
detect@k our primary measure of test suite efficacy.

Structural Coverage: We check raw line and branch coverage.

Statistical Tests. We use the statistical estimation and hypothesis
testing procedures below to assess the robustness of our results:

Estimation via Bootstrapping: For pass@k and detect@k met-
rics, we perform bootstrapping at the bug level (resampling the
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90 unique bugs with replacement) with n = 10,000 resamples. This
allows us to calculate the mean estimation alongside the 95% Con-
fidence Interval (CI), providing a robust measure of effect size and
result stability. This statistical estimation methodology is performed
similarly to the task-level bootstrapping utilized in the evaluation
of the OpenAI Codex model [10].

McNemar’s Test for Binary Detection: For comparing fault
detection rates between the baseline and spec-driven agents, we
construct a 2x2 contingency table of Baseline Success and Failure
versus Spec-Driven Agent Success and Failure. We apply McNe-
mar’s test to determine if the differences in detection rates are
statistically significant with p < 0.05.

Wilcoxon Signed-Rank Test for Continuous Coverage: We
use this paired difference test to compare line coverage distributions
and branch coverage distributions, given that coverage metrics on
paired agent runs are typically non-normally distributed.

4.4.2 RQ2: Qualitative Test Rigor via LLM-as-a-Judge. We employ
an LLM-as-a-Judge to assess different qualitative dimensions of the
generated test suites that structural metrics cannot capture.

To mitigate model capability risks from LLM-based assessment,
we employ a stronger model (Gemini 3.1 Pro [18]) to judge the
outputs of our agents that use Gemini 3 Flash [17]. To mitigate
judging bias, we randomize the order of the two provided test
suites and anonymize their origins by denoting them as “Test A”
and “Test B” to the judge.

The judge considers four core qualitative criteria and outputs a
detailed rationale and preference (“A”, “B”, or “Tie”) for each of the
following dimensions:

Adherence to Testing Best Practices: To establish an objec-
tive standard, we instructed an LLM to condense Google’s internal
developer documentation on unit testing best practices into a core
set of principles, which were then provided to the LLM judge as an
evaluation rubric. This condensed list emphasizes concepts such as
behavior-driven testing (focusing on testing distinct behaviors and
states rather than methods), maintaining logic-free assertions (pri-
oritizing DAMP (“Descriptive and Meaningful Phrases”) over DRY
(“Don’t Repeat Yourself”) to ensure tests are trivially correct upon
inspection [41]), and utilizing proper factory helpers for complex
object construction.

Readability and Structural Clarity: Descriptive naming con-
ventions and adherence to the Arrange-Act-Assert pattern [7].

Edge-Case Coverage: Strategic targeting of boundary values
and exceptional behaviors explicitly identified in the specification.

Overall Superiority: A holistic assessment determining which
test suite is superior overall.

We perform dimension-wise majority voting over 5 LLM judge
runs per agent run. If there is a tie or no strict majority is reached
among the invocations, the final aggregated result for that bug and
category defaults to a “Tie”. Finally, to quantify the variance and
reliability of the LLM judge, we compute and report the agreement
rate across the 5 invocations for each evaluation criteria.

Comparison to Original, Developer-Written Test Suites. To under-
stand how our approach compares to expert engineers, we also
perform the same LLM-as-a-Judge assessment to compare between
the Spec-Driven Agent’s generated test suites and the original test
suites authored by the human developers.
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4.4.3  RQ3: Specification Accuracy and Contract Coverage. To an-
swer RQ3, we introduce ContractCoverage@k. While measuring
absolute semantic completeness across all execution paths is prac-
tically unfeasible, Contract Coverage serves as a pragmatic, defect-
driven proxy evaluating whether the generated contract captures
the pre- or post-condition violated by a historical bug. This removes
test generation capability as a confounding variable when assessing
oracle quality. We note that this metric carries two specific limi-
tations: it requires a ground-truth fix and reproducible bug, and
it assesses contract boundaries only relevant to the target defect
rather than the entire component’s behavioral spectrum.

An LLM-as-a-judge evaluates the specifications. Similar to the
procedure in §4.4.2, the judge is invoked 5 times per evaluation, and
the final decision regarding Contract Coverage is determined via
majority vote. To ensure a comprehensive, high-fidelity evaluation
of contract alignment, the judge is provided with: (1) the bug descrip-
tion, (2) the developer’s commit message (CL description) capturing
the human developer’s intent, (3) the unified, ground-truth human
fix diff of the source files, and (4) the generated specification. The
judge performs the following tasks:

Contract Coverage Assessment: Determining if the generated
specification explicitly documents the behavioral constraint that
was violated by the historical bug and addressed by the fix.

Taxonomy Classification: Categorizing the nature of the doc-
umented contract (e.g., distinguishing between low-level safety
specifications like memory allocation limits, and high-level behav-
ioral specifications like protocol state compliance).

Failure Diagnosis: For bugs that were not detected, classifying
the root cause either as a “Specification Generation Failure”, where
the testing oracle was missing the contract entirely, or a “Test Gen-
eration Failure”, where the contract was identified but a compiling,
fault-revealing test was not generated.

5 Evaluation Results

In this section, we present results from our empirical study.

5.1 RQ1: Quantitative Effectiveness

We evaluate whether grounding an agent in behavioral specifica-
tions improves its capability to detect real-world bugs and achieve
higher structural coverage. We analyze these aspects using two pri-
mary dimensions: fault detection capability (detect@k) and struc-
tural coverage (line and branch coverage) across multiple indepen-
dent runs (k € [1,5]).

5.1.1 Test Suite Pass Rate (pass@k). We first measure pass@k as a
sanity check, which measures the rate at which the agent authors
syntactically valid and contextually correct test suites that compile
and pass entirely on the fixed version of the source code. This met-
ric acts as a necessary baseline to ensure both agents are capable of
producing valid code before evaluating their bug detection capabili-
ties. Table 1 reports the pass rates for both baseline and spec-driven
agents as k increases from 1 to 5.

As shown in Table 1, both configurations can generate working
test suites. At k = 1, both agents achieve a pass rate of over 94%,
which rapidly scales to 98.9% at k = 5. The negligible difference
between the approaches (-0.2% at k = 1 and 0.0% at k = 5) confirms
both agents possess an equally robust baseline for code synthesis

M. Tufano, J. McClure, J. Cambronero, R. Cheng, S. Shi, R. Wei, D. Chen, F. lvanci¢, L. Dalloro, and P. Rondon

Table 1: Test suite pass@k. Both agents achieve similarly
high rates, validating that spec-driven reasoning does not
degrade code generation performance.

k Baseline Agent Spec-Driven Agent Difference

1 94.4% 94.2% -0.2%
2 98.0% 97.8% -0.2%
3 98.4% 98.3% -0.1%
4 98.7% 98.7% 0.0%
5 98.9% 98.9% 0.0%

and as a result improvements observed in branch coverage and
bug detection are driven by the quality of the semantic contract
guidance rather than code generation proficiency.

5.1.2  Fault Detection Rate (detect@k). The detect@k metric es-
timates the probability of successfully detecting a historical bug
within k independent test generation runs. A bug is considered
detected if the generated test suite compiles and passes on the
fixed version of the code but triggers test execution failures on the
buggy version. Table 2 summarizes the bug detection rates for both
agents as k increases from 1 to 5, along with their bootstrapped
95% confidence intervals (CI) and McNemar’s test p-values.

As shown in Table 2, the Spec-Driven Agent consistently out-
performs the Baseline Agent at every value of k. At k = 1, the
Spec-Driven Agent achieves a 41.1% detection rate, representing a
4.2% absolute improvement over the baseline (36.9%). Notably, the
performance gap widens as the number of runs increases. At k = 5,
the Spec-Driven Agent reaches a detection rate of 63.2%, yielding a
9.8% absolute improvement over the baseline agent (53.4%). This
widening gap suggests that the spec-driven framework leverages
additional execution budgets to guide the agent towards exploring
diverse path spaces and uncovering subtle bugs.

Progress on More Challenging Bugs. It is also worth noting the rel-
atively wide 95% confidence intervals observed for both approaches
in Table 2. This broad spread is primarily attributable to the high
variance in bug detection difficulty within our dataset. Rather than
a uniform probability of detection across all faults, the per-bug
detection rates exhibit a heavily bi-modal distribution: individual
historical bugs tend to be either consistently caught across almost
all independent runs (low difficulty) or almost never caught in
any run (high difficulty). Specifically, in Baseline Agent, 65.6% of
the bugs (59 out of 90) fall into these two extreme categories of
0% or 100% detection rates. The Spec-Driven Agent reduces this
bi-modality slightly to 57.8% (52 out of 90) by shifting several previ-
ously undetected (0%) bugs into the intermediate region (20% to 80%
detection rates) where success is conditional. This shift indicates
that the Spec-Driven Agent makes progress on more challenging
bugs, converting them from completely undetected (0% detection
rate) to non-deterministically detected (20% to 80% detection rate).
This intrinsic polarization in problem complexity naturally inflates
the variance of the overall mean estimation across the sample, re-
sulting in the wider confidence bounds.

Uniquely Detected Bugs. To understand the uniqueness of the
bugs detected by each agent, we analyzed the overlap of successful
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Table 2: Fault detection rate (detect@ k) with 95% confidence intervals and McNemar’s test p-values.

k Baseline Agent Spec-Driven Agent  Difference = McNemar’s p-value

1 36.9% [28.4%,45.3%] 41.1% [32.9%, 49.3%]  +4.2% p=0.3075

2 453% [36.2%, 54.6%] 51.3% [42.2%, 60.3%] +6.0% p=0.4545

3 49.4% [39.6%, 59.2%] 56.6% [47.0%, 65.9%]  +7.2% p=0.0574 (Marginal)
4 51.8%[41.8%, 61.8%] 60.5% [50.7%, 70.0%]  +8.7%  p=0.0352 (Significant)
5 53.4% [43.3%, 63.3%] 63.2% [53.3%, 73.3%]  +9.8%  p=0.0352 (Significant)

detections at k = 5. Both agents successfully detected a shared
subset of 45 bugs. The Spec-Driven Agent uniquely detected 12
bugs that the Baseline Agent missed, while the Baseline Agent
uniquely detected 3 bugs that the Spec-Driven Agent missed.

Statistical Significance. We applied McNemar’s test to evaluate
the statistical significance of the difference in bug detection rates
at each k, as shown in Table 2. At lower execution budgets (k =
1 and k = 2), the differences are not statistically significant (p >
0.05). However, as the execution budget increases, the differences
become statistically meaningful. At k = 3, we observe marginal
significance (p = 0.0574). At higher execution budgets of k = 4 and
k = 5, the Spec-Driven Agent’s improvement over the Baseline
Agent becomes statistically significant, yielding a p-value of 0.0352
(p < 0.05) in both cases. This demonstrates that grounding the
agent’s reasoning in explicit behavioral contracts yields superior
(statistically significant at higher execution budgets) fault-revealing
capability compared to direct prompt-to-code synthesis.

5.1.3  Structural Coverage. We evaluate structural coverage us-
ing the average line and branch coverage of the target source file
achieved by the generated test suites on the fixed code version. For
each target source file, the coverage percentage per run is defined
as the number of executed lines (or branches) over the number of
instrumented (executable) lines (or branches) in that file. For each
bug, we compute the mean of this coverage across all k = 5 runs.
Table 3 presents the overall mean coverage results across all bugs,
along with their 95% confidence intervals (estimated via bug-level
bootstrapping) and Wilcoxon signed-rank test.

The Spec-Driven Agent achieves slightly lower average line cov-
erage (74.4% vs 74.8%, -0.4%) but notably higher average branch
coverage (48.9% vs 46.4%, +2.5% improvement). To assess statis-
tical significance, we performed a Wilcoxon signed-rank test on
the paired coverage distributions, as shown in Table 3, and find
that the branch coverage difference is highly statistically signifi-
cant (p-value=0.0034), while the difference in line coverage is not
statistically significant (p-value=0.3659).

This indicates that the spec-driven framework systematically
drives the agent to cover more complex control flow structures
(branches), which are crucial for robust validation, rather than
simply inflating line coverage by executing straight-line paths.

5.2 RQ2: Qualitative Test Rigor

We compare the 83 successfully generated tests from the Spec-
Driven Agent against both the test suites generated by the Baseline
Agent and the ground truth, developer-written test suites using an

LLM-as-a-Judge. The judge demonstrated high internal reliability,
achieving high self-agreement (>90%) and an extremely low tie
rate (<5.6%) across 5 independent evaluation runs. Figures 2 and 3
visualize the qualitative evaluation distribution.

= Baseline
Best Practices = - _
W Spec-Agent
Reacabilty -E_
Fage Cases I _
overall _
100% 75% 50% 25% 0% 25% 50% 75% 100%

Percentage (%)

Figure 2: Test suites generated by Baseline Agent vs. Spec-
Driven Agent. The Spec-Driven Agent produces tests that are
consistently judged as higher quality.

mmm Ground-Truth é
Best Practices Te
B Spec-Agent i
Readabilty - _
Fdge Cases _ _
overs! _
80% 60% 40% 20% 0% 20% 40% 60% 80%

Percentage (%)

Figure 3: Developer-written test suites vs. test suites gener-
ated by Spec-Driven Agent. Spec-Driven Agent generates test
suites at a quality-level competitive with the original human-
written ones, judged via LLM-as-a-Judge.

5.2.1 Qualitative Evaluation Results. We first analyze test suites
from the Spec-Driven Agent against those from the Baseline Agent,
then against the original test suites written by human developers.
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Table 3: Average line and branch coverage with 95% confidence intervals.

Metric Baseline Agent

Spec-Driven Agent

Difference Wilcoxon p-value

Line Coverage
Branch Coverage

74.8% [69.6%, 79.8%)
46.4% [39.6%, 53.3%]

74.4% [68.6%, 79.9%) -0.4%
48.9% [41.4%, 56.4%]  +2.5%

p=0.3659 (N.S.)
p=0.0034 (Significant)

Spec-Driven Agent vs. Baseline Agent. As shown in Figure 2,
test suites from Spec-Driven Agent overwhelmingly outperformed
the Baseline Agent across all dimensions on 77.8% of the cases.
The judge consistently preferred the test suites from Spec-Driven
Agent for granular behavioral isolation, idiomatic framework uti-
lization (e.g., avoiding reflection and over-mocking), and contract-
aligned naming conventions (e.g., Method_State_Outcome). Notably,
test suites from Spec-Driven Agent excelled in edge case coverage
(83.3%), systematically validating boundary limits, missing optional-
ity, and error paths that the baseline completely missed. The higher
quality of test suites from Spec-Driven Agent correlated empirically
with its 9.8 percentage point advantage in bug detection (§5.1.2).

Spec-Driven Agent vs. Developer-Written Test Suites. Compared to
test suites from human developers governed by strict style guides
and code review, Spec-Driven Agent generated test suites on par
or marginally better, being overall superior in 56.7% of cases, as
shown in Figure 3.

o Agent Strengths: The Spec-Driven Agent generated nar-
rower, high-precision assertions and minimized boilerplate
through localized factory helpers. Grounded by contracts,
it systematically verified negative error paths dictated by
the contract. It also favored robust concurrency constructs
(e.g., absl::Notification) over the non-deterministic waits
occasionally found in human tests.

o Agent Weaknesses: Human developers excelled at design-
ing exhaustive validation for complex algorithmic scenarios
(e.g., intricate state transitions and timezones) that the agent
addressed superficially. Furthermore, humans strictly ad-
hered to public API encapsulation, whereas the Spec-Driven
Agent occasionally resorted to reflection-based hacks (e.g.,
invokePrivateMethod) to bypass encapsulation.

In summary, across all evaluated qualitative dimensions, the
Spec-Driven Agent consistently outperforms the direct generation
baseline, while achieving parity with—and occasionally marginally
exceeding—the strict rigor of developer-written tests.

5.3 RQ3: Specification Accuracy

We evaluate how accurately the agent-generated semi-formal spec-
ifications establish valid testing oracles that capture the violated
behavioral contracts. We run the analysis at the attempt level across
all 5 X 90 = 450 runs.

5.3.1 Contract Coverage and Bug Detection. Our analysis of the
generated specifications reveals that at a single attempt (k = 1), the
Spec-Driven Agent achieves a ContractCoverage@1of 61.1% [53.1%,
70.7%], successfully documenting the exact behavioral contract
violated in the majority of cases. This coverage rate scales robustly

with multiple attempts, rising to 69.7% [61.3%, 78.6%] at k = 2, and
peaking at a ContractCoverage@5 of 78.9% [70.0%, 86.7%).

To evaluate the utility of specifications as testing oracles, we
constructed a 2 X 2 contingency table consisting of binary outcomes
of contract coverage and bug detection across all attempts. Because
both metrics are binary variables, we evaluate association using
the Phi coefficient and assess significance via Fisher’s exact test
(Fisher’s exact test p = 3.62 X 10™'4, Phi coefficient ¢ = 0.35), and
we find a statistically significant moderate correlation:

e With Contract Coverage: When the generated specifica-
tion successfully documented the violated contract, the agent
generated a bug-detecting test suite in 54.9% of cases (151
out of 275 runs).

¢ Without Contract Coverage: When the specification missed
the contract, the detection rate dropped to 19.4% (34 out of
175 runs).

This finding provides strong empirical support for our core hy-
pothesis: Grounding the agent’s reasoning in explicit behavioral con-
tracts significantly improves automated test generation. Specifically,
when a contract is established in the intermediate specification
artifact, the synthesis phase effectively translates it into a fault-
revealing test (54.9%). Conversely, without a contract established,
the agent is forced to generate tests without semantic direction,
resulting in a lower baseline success rate of 19.4%.

The remaining 34 runs that detected the bug despite lacking
contract coverage represent cases where generic structural coverage
goals or simple crash assertions (such as checking for unhandled
exceptions) happened to trigger the bug by chance, rather than
through targeted oracle-driven validation.

5.3.2  Specification Generation Failure. We consider the 141 runs as
that failed to detect the bug and where the generated specification
did not cover the buggy behavior as spec generation failures. We
categorized these failures via an LLM judge into five patterns:

e Omission of Methods (35): Completely failing to identify
and document a specific method, helper, or RPC handler.

e Missing Error Handling (32): Documenting only the happy
path, missing exceptions, fallbacks, and edge cases.

e Omitted Data Transformations (27): Missing dynamic
field mappings, string manipulations, math calculations.

e Abstraction of Constants (25): Acknowledging constants
or formats but abstracting exact values or key mappings.

e Missing Execution Constraints (22): Missing precise exe-
cution ordering, negative constraints, boundary conditions.

5.3.3 Test Generation Failure. We consider the 110 runs where
the contract is deemed covered but the bug is not detected as test
generation failures. They are semantic failures where the test suite
passed the fixed code but failed to catch the bug, and do not include
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agent framework or compilation failures (14 runs). We categorize
failures in these runs into five patterns:

e Inadequate Input Data (37): Providing overly simplistic,
trivial, or happy-path inputs without necessary edge-case
triggers (e.g., null values, specific timezones).

e Omitted Scenarios (36): Ignoring explicit specification
statements and failing to generate tests for specific branches
or methods.

e Weak or Missing Assertions (20): Executing the buggy
path but failing to strictly verify state mutations or using
overly broad assertions.

e Flawed Test Logic (12): Masking bugs with internal test
flaws, such as race conditions, over-mocking, or missing
trigger actions.

e Invalid Test Code (5): Generating syntactically incorrect
code or targeting non-existent signatures, resulting in com-
pilation failures.

5.4 RQ4: Cost-Efficiency

While grounding agents in explicit behavioral contracts yields sub-
stantial improvements in both structural coverage (§5.1) and quali-
tative test rigor (§5.2), these benefits must be weighed against the
incurred computational cost. To evaluate this trade-off, we perform
a detailed analysis on the token consumption.

Table 4 presents the aggregate token consumption for both base-
line and spec-driven agent configurations across all 5 runs of the
evaluated dataset, split by input (prompt) and output (generation)
tokens, along with the resulting bug-detection yield.

Table 4: Aggregate cost-efficiency metrics.

Metric Baseline Spec-Driven Overhead / Ratio

Total Tokens Consumed 243.9M 336.7M

1.38x (+38.0%)

Input Tokens 224.4M 305.7M  1.36X (+36.2%)
Output Tokens 19.5M 31.0M 1.59% (+59.1%)

Unique Bugs Detected (k=5) 48 57 +9 (+18.8%)
Tokens per Unique Bug Detected 5.1M 5.9M 1.16X (+16.2%)

As shown in Table 4, the Spec-Driven Agent consumed a total
of 336.6M tokens, representing a 38.0% overhead over the Baseline
Agent’s 243.9M tokens. This overhead is a direct consequence of
the multi-phase spec-driven test generation framework: the test
generation phase (§3.3) carries the overhead of prepending the
specification generated from the specification extraction phase
(§3.1) to the agent’s context window.

Interestingly, while input tokens increased by 36.2% (reflecting
the larger prompt contexts containing specifications), output to-
kens exhibited a higher relative increase of 59.1% (30.9M vs 19.4M).
This increase is driven by the Spec-Driven Agent (1) must output
the comprehensive behavioral specification in markdown, and (2)
synthesize more robust, thorough, and consequently larger test
suites containing extensive edge-case coverage while being guided
by the specification.

6 Threats to Validity

Construct Validity. Our evaluation relies on an LLM-as-a-Judge
(Gemini 3.1 Pro) for assessing qualitative test rigor (§5.2) and for
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computing contract coverage (§5.3). A known threat is that LLMs
can exhibit classification noise, verbosity bias, and self-preference
bias. We mitigate this by (1) deliberately using a larger, more capable
Gemini 3.1 Pro model to evaluate the outputs of a smaller Gemini
3.0 Flash model which helps reduce self-preference bias, and (2)
executing the LLM judge 5 independent times for every evaluation
pair and computing the final decision via a strict majority vote.
This ensemble approach smooths classification noise and ensures
consistent self-agreement across the independent runs.

Internal Validity. A pervasive threat when evaluating frontier Al
models on historical software engineering datasets is data contami-
nation: the risk that the model encountered the exact evaluation
bugs during its pre-training phase, leading to memorization rather
than true reasoning. However, in our evaluation, both the baseline
and the Spec-Driven Agent utilize the exact same underlying LLM.
Therefore, any observed performance improvements are strictly
due to the enhanced reasoning capabilities unlocked by the specifi-
cation rather than data contamination.

Since our evaluation relies on a single set of LLMs (Gemini), the
absolute performance metrics are inherently tied to this version’s
underlying code-reasoning capabilities, so using different or future
LLMs may vyield different absolute bug detection and compilation
rates. We use the same model set and agentic harness for both
evaluated agents to mitigate this threat.

Evaluating bug detection on historical bugs is an established pro-
tocol for regression testing. However, we acknowledge that develop-
ers want to find new bugs in practical production environments. We
focus on understanding the feasiblity of semi-formal specification
framework in helping the agent to recover bug-catching contracts,
by evaluating on historical bugs. Given its effectiveness illustrated
in this paper, future work can explore using the framework to aid
agentic discovery of new bugs.

External Validity. While our dataset is multi-lingual (C++, Java,
Python, Go) and covers diverse domains, all historical bugs were
sourced from Google’s monorepo, which represents a single large-
scale technology organization with specific engineering standards
and style guides. Consequently, our metrics must be interpreted
in the context of this specific environment. While the exact de-
tection and coverage rates may vary across different corporate or
open-source codebases, the underlying methodology of using semi-
formal contracts as a cognitive scaffold for agentic exploration is
fundamentally language- and platform-agnostic. Additionally, our
evaluation scope is currently limited to bugs whose fixes modify
a single source file to establish cleaner evaluation boundaries and
straightforward comparison.

7 Related Work

We discuss related work in program verification broadly, LLM-based
program reasoning, and test generation specifically.

Hoare logic [21] introduced a compositional approach to for-
mally reasoning about program behavior, based on pre- and post-
conditions, setting the foundations for modern-day program ver-
ification. The seminal Eiffel programming language [26] built on
these foundations, introducing design-by-contract, which allows
developers to clearly document each component’s requirements
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and responsibilities by co-locating their logical assertions with their
implementation and automatically checking these at runtime. Ad-
vances in automated reasoning tools and modern verification-aware
programming languages, like Dafny [25] and F*[37], allow devel-
opers to statically verify that their implementations satisfy their
logical properties. Similarly, Lean [14] and Rocq [8] can be used to
write rigorous, machine-checkable proofs, allowing computer scien-
tists and mathematicians to prove properties about their programs.
Recently, Lean in particular has seen substantial uptake in the AI
for math and code research community, with agentic approaches
tackling challenges such as autoformalization [45].

Similar to this line of work, we use pre/post conditions to specify
key program properties. However, our focus is on using these prop-
erties to generate robust test suites. We employ an agentic approach
to generating the specifications and the test suite, and do not expect
users to manually write additional specification properties, nor do
we aim to prove full functional correctness (or other important
properties, like safety) of the underlying program.

More generally, LLMs have proven to be capable of reasoning
about varying types of code properties [42]. For example, CRUXE-
val [19] introduced a benchmark to evaluate LLM’s reasoning about
execution (both forward and backwards). Similarly, RubberDuck-
Bench [29] constructed more complex code reasoning questions.
Given the effectiveness of compositional reasoning in software,
research has focused on invariant mining and using LLMs to gen-
erate preconditions [24], post-conditions [15], and invariants. Un-
like traditional dynamic invariant inference (e.g., Daikon) which
captures actual execution traces (including bugs) in rigid math-
ematical formulas, LLMs leverage contextual signals (docstrings,
naming) to capture developer intent in highly readable, semi-formal
natural language contracts that generalize across multi-language
codebases without runtime setup. For example, HoarePrompt [9]
showed LLMs can produce natural language counterparts to these
logical assertions and use them to identify faulty programs that
fail to satisfy their original intent. Ugare and Chandra [39] show
that LLM-based agents can build up semi-formal arguments for pro-
gram equivalence, fault localization, and code question answering.
SpecBench [20] recently introduced a new benchmark focused on
agentic reasoning for program specifications.

In contrast to this work, we are not focused on general program
reasoning, such as reasoning about intermediate states or answering
code property questions. Our agentic workflow is focused on test
generation, and we use specifications as a way to produce more
robust tests. While our agent may choose to perform semi-formal
reasoning while generating the specifications or the tests, it is not
constrained to this particular approach. Finally, we evaluate our
approach in the context of a large industrial codebase.

Another line of related work is test generation. Non-learning-
based techniques have focused on generating tests that maximize
coverage [16, 32], while learning-based techniques further consider
code naturalness of generated tests [31, 34, 38, 40]. Recent LLM-
based techniques have explored feedback-driven test generation
[4, 12, 30], change-description guided behavior test generation [33],
bug reproduction test generation [1, 2, 11], and test suite generation
[22]. In contrast to the prior work, we explicitly break down test
generation into a specification generation phase and a test gener-
ation phase, with the former grounding the latter. Moreover, we
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focus on evaluating test generation for industrial code, rather than
in the context of program repair or new code changes.

Concurrently with our work, [35] introduced DeepTest, which
generates tests based on a specification extracted by an agent.
While DeepTest builds out its specification by extracting call graphs
and analyzing expected relationships (incorporating additional
knowledge such as comments and change descriptions), our ap-
proach strictly structures the specification as a semi-formal, natural
language artifact (.spec.md) centered on explicit pre- and post-
conditions. Our work is complementary to DeepTest, as we eval-
uate the performance of this general pattern of grounding test
generation on mined specifications in industrial code.

General-purpose cognitive scaffolding, such as Chain-of-Thought
(CoT) reasoning, is already a default behavior in LLMs and is na-
tively utilized by our Baseline Agent. While our work focuses on
evaluating semi-formal contracts as a specialized alternative, future
work will explore a direct empirical comparison with other struc-
tured cognitive scaffolding techniques, such as explicit high-level
test planning, pseudocode drafting, or execution-trace modeling.
Future work can also complement contract coverage with precision-
oriented metrics to identify over-specifications or hallucinations,
and compare semi-formal contracts against traditional static analy-
sis and dynamic invariant miners.

8 Conclusions

In this paper, we proposed Spec-Driven Test Generation, a novel
agentic framework that bridges Design by Contract principles with
automated software validation. By instructing agents to explicitly
reason about and document a component’s behavioral boundaries
in a semi-formal specification before generating test code, our ap-
proach provides a critical cognitive scaffold that elevates the quality
and fault-revealing capability of the generated test suites, while
guiding a systematic state-space exploration.

Our empirical evaluation on a dataset of 90 real-world, histor-
ical bugs from Google’s production systems demonstrates that
grounding agents in these self-generated specifications yields sta-
tistically significant improvements. At k = 5 runs, the Spec-Driven
Agent achieved a 63.2% bug detection rate (+9.8% absolute im-
provement over the baseline) and a significant increase in branch
coverage. Furthermore, qualitative evaluations by an LLM-as-a-
Judge showed that spec-driven test suites are overall superior to
baseline-generated suites in 77.8% of cases, and even outperform or
match expert developer-written tests in 56.7% of cases. We also in-
troduced the ContractCoverage@k metric to evaluate the semantic
completeness of the generated specifications. We observed a signif-
icant correlation between achieving this coverage and downstream
bug detection success, highlighting the utility of the specification
as a guiding testing oracle.
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